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Abstract— Hbase is a distributed, scalable, big data store, modelled after Google's BigTable. It stores data as key/value pairs. 

database it's biggest advantage is that it provides you random read/write capabilities. Hadoop is not very good for your real 

time needs, so you can use Hbase to serve that purpose. If you have some data which you want to access real time, you could 

store it in Hbase. MapReduce is just a computing framework. HBase has nothing to do with it. That said, you can efficiently 

put or fetch data to/from HBase by writing MapReduce jobs. While Pig is basically a dataflow language that allows us to 

process enormous amounts of data very easily and quickly. Pig basically has 2 parts: the Pig Interpreter and the language, 

PigLatin. You write Pig script in PigLatin and using Pig interpreter process them. Pig makes our life a lot easier, otherwise 

writing MapReduce is always not easy. 
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I. INTRODUCTION 

Lastly, an important Apache Hadoop-based project is Hbase [1], which is modelled on Google's BigTable database [2]. 

HBase adds a distributed, fault-tolerant scalable database, built on top of the HDFS file system, with random real-time 

read/write access to data. Each HBase table is stored as a multidimensional sparse map, with rows and columns, each cell 

having a time stamp. A cell value at a given row and column is by uniquely identified by (Table, Row, Column-Family: 

Column, Timestamp) → Value. HBase has its own Java client API, and tables in HBase can be used both as an input source 

and as an output target for MapReduce jobs through TableInput/TableOutputFormat. There is no HBase single point of 

failure. HBase uses Zookeeper [3], another Hadoop subproject, for management of partial failures. 

Hadoop MapReduce is a software framework for easily writing applications which process vast amounts of data 

(multi-terabyte data-sets) in-parallel on large clusters (thousands of nodes) of commodity hardware in a reliable, fault-tolerant 

manner. A MapReduce job usually splits the input data-set into independent chunks which are processed by the map tasks in a 

completely parallel manner. The framework sorts the outputs of the maps, which are then input to the reduce tasks. Typically 

both the input and the output of the job are stored in a file-system. The framework takes care of scheduling tasks, monitoring 

them and re-executes the failed tasks. Typically the compute nodes and the storage nodes are the same, that is, the 

MapReduce framework and the Hadoop Distributed File System (see HDFS Architecture Guide) are running on the same set 

of nodes. This configuration allows the framework to effectively schedule tasks on the nodes where data is already present, 

resulting in very high aggregate bandwidth across the cluster. The MapReduce framework consists of a single master Job 

Tracker and one slave Task Tracker per cluster-node. The master is responsible for scheduling the jobs' component tasks on 

the slaves, monitoring them and re-executing the failed tasks. The slaves execute the tasks as directed by the master[4]. 

 
Fig. 1: Hadoop Architecture Tools][5] 

Apache Pig is a platform for analysing large data sets that consists of a high-level language for expressing data 

analysis programs, coupled with infrastructure for evaluating these programs. The salient property of Pig programs is that 

their structure is amenable to substantial parallelization, which in turns enables them to handle very large data sets.At the 

present time, Pig's infrastructure layer consists of a compiler that produces sequences of Map-Reduce programs, for which 
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large-scale parallel implementations already exist. Pig's language layer currently consists of a textual language called Pig 

Latin. Ease of programming-It is trivial to achieve parallel execution of simple, "embarrassingly parallel" data analysis tasks. 

Complex tasks comprised of multiple interrelated data transformations are explicitly encoded as data flow sequences, making 

them easy to write, understand, and maintain. Optimization opportunities-The way in which tasks are encoded permits the 

system to optimize their execution automatically, allowing the user to focus on semantics rather than efficiency. Extensibility- 

Users can create their own functions to do special-purpose processing[6]. 

 
Fig. 2: Big data analysis tools [5] 

 

II. SECURITY ISSUES 

1) Fragmented Data: Big Data clusters contain data that portray the quality of fluidity, allowing multiple copies moving to-

and-fro various nodes ensuring redundancy and resiliency. The data is available for fragmentation and can be shared 

across multiple servers. As a result, more complexity is added as a result of the fragmentation which poses a security 

issue due to the absence of a security model [7, 8]. 

2) Distributed Computing: Since, the availability of resources leads to virtual processing of data at any instant or instance 

where it is available, this progresses to large levels of parallel computation. As a result, complicated environments are 

created that are at high risks of attacks than their counterparts of repositories that are centrally managed and monolithic, 

which enables easier security implications [7, 8]. 

3) Controlling Data Access: Commissioned data environments provision access at the schema level, devoid of finer 

granularity in addressing proposed users in terms of roles and access related scenarios. Many of the available database 

security schemas provide role based access [7, 8]. 

4) Node-to-node communication: A concern with Hadoop and a variety of players available in this field is that, they don’t 

implement secure communication; they bring into use the RPC (Remote Procedure Call) over TCP/IP [7, 8]. 

5) Client Interaction: Communication of client takes place with resource manager, data nodes. However, there is a catch. 

Even though efficient communication is facilitated by this model, it makes cumbersome to shield nodes from clients and 

vice-versa and also name servers from nodes. Clients that have been compromised tend to propagate malicious data or 

links to either service [7, 8]. 

6) Virtually no security: Big data stacks were designed with little or no security in mind. Prevailing big data installations are 

built on the web services model, with few or no facilities for preventing common web threats making it highly 

susceptible [7, 8]. 

III. SECURITY SOLUTION 

Hadoop is a distributed system which allows us to store huge amounts of data and processing the data in parallel. Hadoop is 

used as a multi-tenant service and stores sensitive data such as personally identifiable information or financial data. Other 

organizations, including financial organizations, using Hadoop are beginning to store sensitive data on Hadoop clusters. As a 

result, strong authentication and authorization is necessary.  

Now we can apply security for HBase, MapReduce, pig :- 
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A. For Hbase 

We can grant and revoke permissions to users in HBase. There are three commands for security 

purpose: grant, revoke, and user permission [9]. 

1) Grant :- 

The grant command grants specific rights such as read, write, execute, and admin on a table to a Certain user. 

The syntax of grant command is as follows: 

hbase> grant <user><permissions> [<table> [<column family> [&ltcolumn; qualifier>]] 

We can grant zero or more privileges to a user from the set of RWXCA, where [9] 

R - represents read privilege.  

W - represents write privilege. 

X - represents execute privilege. 

C - represents create privilege. 

A - represents admin privilege. 

Given below is an example that grants all privileges to a user named ‘Tutorials point’ [9]. 

hbase(main):018:0> grant 'Tutorials point', 'RWXCA' 

2) Revoke 

The revoke command is used to revoke a user's access rights of a table. Its syntax is as follows: 

hbase> revoke <user> 

The following code revokes all the permissions from the user named ‘Tutorialspoint’ [9]. 

hbase(main):006:0> revoke 'Tutorialspoint' 

3) User_Permission 

This command is used to list all the permissions for a particular table. The syntax of user_permission is as follows: 

hbase>user_permission ‘tablename’ 

The following code lists all the user permissions of ‘emp’ table [9]. 

hbase(main):013:0> user_permission 'emp 

B. For Map Reduce 

We present Airavat, a MapReduce-based system which provides strong security and privacy guarantees for distributed 

computations on sensitive data. Airavat is a novel integration of mandatory access control and differential privacy. Data 

providers control the security policy for their sensitive data, including a mathematical bound on potential privacy violations. 

Users without security expertise can perform computations on the data, but Airavat confines these computations, preventing 

information leakage beyond the data provider’s policy [10]. 

Airavat enables the execution of potentially untrusted data-mining and data-analysis code on sensitive data. Its 

objective is to accurately compute general or aggregate features of the input dataset without leaking information about 

specific data items [10]. 

 
Fig. 3: High-level architecture of Airavat. 

As a motivating scenario, consider an online retailer, BigShop, which holds a large database of customer 

transactions. For now, assume that all records in the database have the form hcustomer, order, date, with only one record per 

customer. A machine learning expert, Bob, pays BigShop to mine the data for certain transaction patterns. BigShop loads the 

data into the Hadoop framework and Bob writes the MapReduce code to analyse it [10]. 

Such computations are commonly used for targeted advertising and customer relationship management, but we will 

keep the example simple for clarity and assume that Bob wants to find the total number of orders placed on a particular date 

D. He writes a mapper that looks at each record and emits the key/value pair hK, order if the date on the record is D. Here, K 

is a string constant. The reducer simply sums up the values associated with each key K and outputs the result [10]. 
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C. For PIG 

We use Project Rhino is an open source effort by Intel to enhance Hadoop with additional protection mechanisms. The goal is 

to fill gaps representing insecurity within the Hadoop stack and provide multicomponent security within the Hadoop 

ecosystem. To that end, Intel has several development items addressing a variety of topics related to security and focusing on 

crypto capabilities [11]. 

Among the variety of work being implemented under Rhino, some of the most interesting cover new crypto 

capabilities for encryption and decryption of files over a number of use models. For example, the addition of a common 

abstraction layer for crypto codecs implements an application programming interface (API) through which multiple crypto 

codecs can be registered and used within the framework. To support this capability, a key distribution and management 

framework is also in the works [11]. 

A Hadoop cryptographic file system (called Hadoop CFS) is also under construction that will provide low-level 

cryptographic services for files within the HDFS. At this level, any Hadoop user can transparently exploit the new data 

security from Pig [11]. 

Other services under construction include transparent encryption of snapshots and commit logs on disk and new Pig 

capabilities to support encryption-aware load and store functions [11]. 

IV. CONCLUSION 

Enterprise data security is a challenging task to implement and calls for strong support in terms of security policy formulation 

and mechanisms. In this paper we propose the use of Big data techniques for analysing the enterprise data and applying the 

analysis results for better implementation for data security in enterprises. We plan to leverage on the Big data characteristics 

of large volumes of enterprise data and apply machine learning algorithms to prevent unauthorized access and modification of 

enterprise data. We have proposed a broad model for the same. 
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